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Chapter 7  SQL

Chapter Objectives

This chapter describes in detail what has become the standard query language for relational database management systems, SQL. Although SQL is illustrated in this chapter through primarily the Oracle7 SQL*Plus version, SQL is a portable language that is available on all classes of computers and with many different DBMSs.


While the 5th edition included only one chapter on SQL, this edition has broken the topic down into two chapters.  This chapter introduces SQL, DDL and DML.  Single table queries are covered in this chapter and multiple-table queries are covered in chapter 8.  


Several chapters contain important prerequisite material for this chapter. Chapter 5 introduces the relational model and provides much of the background for this chapter. The discussion in Chapter 6 on indexes is also important, since choosing primary and secondary key indexes is one of the few but crucial internal database design choices for users of relational systems.


Specific student learning objectives are included at the beginning of the chapter. From an instructor's point of view, the objectives of this chapter are:

1. To explain SQL and to show the basic operators so that the student can anticipate the capabilities of particular SQL-based systems.

2. To provide a historical perspective of the development of SQL and the continuing development of SQL. This perspective illustrates the benefits and risks of adopting a standard query language.

3. To show that SQL, although a standard and a high-level language, does have some flaws, and that SQL must evolve to include additional features.

4. To explain and illustrate the power of relational views for simplifying relational database processing.

5. To illustrate data definition language (DDL) commands for creating tables and views as well as modifying and dropping tables.

6. To provide examples of single table SQL queries.

7. To provide some examples of the use of functions within SQL queries.

8. To show how to establish referential integrity using SQL.

9. To illustrate the use of the group by and order by clauses.

Classroom Ideas

1. Depending on how you choose to sequence the chapters of this book, you may want to begin lecturing on this chapter by reviewing normalization principles and to discuss why one might want to implement a fully normalized database. See the section "Denormalization" in Chapter 5 for background on this topic. The point is to emphasize the difference between logical and physical database designs.

2. The capabilities and benefits of views are not as obvious to students as you might expect. First, many relational systems place limitations on operations that may be performed on views (for example, no or restricted modification). Second, views are not just the relational term for temporary table or for subschemas (from the network model); rather, views provide a capability for simpler query writing for casual users. Finally, views may have negative performance implications compared to temporary, intermediate tables explicitly created by a prewritten procedure. These points should be emphasized in lectures or assignments. Consider having students create both a view and a temporary table in SQL. In most SQL systems a temporary table can be created by use of a SAVE or KEEP clause at the end of a query, or use a CREATE TABLE command that has a query (rather than column definitions) as its object. Then, the same query can be run and timed against both the view and temporary tables.

3. The simplicity of SQL syntax leads some students to become overconfident of their SQL prowess. It may help to develop some examples to demonstrate that logically and syntactically correct SQL queries can be constructed that do not accomplish the intended data manipulation and may be dangerously incorrect. For example, two tables may be joined using common domains (for instance, positive integers) but non-common roles (for example, two tables can be joined on equal values of quantity-on-hand of a product and number of employees in a department). Such potential problems arise because the relational data model uses implicit relationships, not explicit ones. Stress the importance of testing a query on a small, tractable set of data before using it in a production environment.

4. With the variety of SQL implementation now available, we strongly recommend that you illustrate some SQL system in class and have the students use such a system. The Pine Valley Furniture and Mountain View Community Hospital cases in the text provide rich contexts in which to develop examples that emphasize those aspects of SQL the instructor considers most important. We have found that students learn SQL best by seeing and doing many examples, and experimentation, so we encourage teaching SQL by example. When we teach SQL, we often spend about 30 minutes giving an overview of the evolution of SQL and providing some basic syntax and terminology. Then we spend another two hours in live demonstrations showing simple to complex queries. In a computer-enabled classroom where an SQL system can be demonstrated to and used by students, this time can be an effective, interactive learning experience.

5. Since many SQL systems include other modules (report writers, business graphics routines, screen painters, and so forth), this chapter can be expanded to discuss fourth-generation languages and systems prototyping. Explain that most packages include capabilities and development tools that are more than simply a relational DBMS and query language. If your school has joined the Oracle Academic Initiative, it will be possible to demonstrate additional tools such as Designer/2000.

6. It should be emphasized that SQL is still fundamentally a programming language for the professional programmer. That is, SQL is not really a suitable language for end user system development. This does not diminish its importance, since it achieves tremendous productivity gains for a professional programming staff. Other user interfaces that might permit access to a relational database (like QBE) are more appropriate for end users.

Answers to Review Questions

1. Define each of the following key terms:

a.
Base table.  A table in the relational data model containing the inserted raw data that is likely to correspond to one physical file in secondary storage.  (The base table is also referred to as one of the objects, such as the base tables, views, constraints, etc. which have been defined for a particular database by a particular user, who owns the objects in the schema.)

b.
Data definition language. Those commands used to define a database, including creating, altering, and dropping tables and establishing constraints. 

c.
Data manipulation language. Those commands used to maintain and query a database, including updating, inserting, modifying, and querying data.

d. Dynamic view. A virtual table that is created dynamically upon request by a user.   

Not a temporary table, its definition is stored in the system catalog. The contents of the view are materialized as a result of an SQL query that uses the view.

e. Materialized view. Copies or replicas of data based on SQL queries, in the same 


manner that dynamic views are created. However, a materialized view exists as a 


table and thus care must be taken to keep it synchronized with its associated base 


tables.

f. Referential integrity. An integrity constraint specifying that the value (or existence) of an attribute in one relation depends on the value (or existence) of a primary key in the same or another relation. Referential integrity means that a value in the matching column on the many-side must correspond to a value in the primary key for some row in the table on the one-side, or be null.       

g.
Relational DBMS (RDBMS). A database management system that manages data as a collection of tables in which all data relationships are represented by common values (not links) in related tables. 

h.
Schema. A structure that contains descriptions of objects created by a user, such as base tables, views, constraints, etc., as part of a database.

2. Match the following terms to the appropriate definitions.


 
d
view





h
referential integrity 


c
dynamic view


i
materialized view


j
SQL-99


e
null value


k
scalar aggregate


a
vector aggregate


b
catalog


f
schema



g
host language

3. Contrast the following terms:

a.
Base table; view. A view is a virtual table often part of an external database. In contrast to a defined base table (relation), a view is not permanently represented in storage. A view definition is stored, and the contents of the view are calculated each time the view is referenced in a query. A view may join multiple tables or views together and may contain derived (or virtual) columns, while base tables cannot. In comparison to a temporary real table, a view consumes very little storage space. A view is costly, however, since its contents must be calculated each time that it is requested.

b. Dynamic view; materialized view. Dynamic views are not a temporary table but are materialized from an SQL query that uses the view definition that is stored in the system catalog. Materialized views exist as a table and thus must be kept synchronized with its associated base tables.

c. Catalog; schema. Schema is that structure which contains descriptions of objects created by a user, such as base tables, views, constraints, etc., which have been defined for a particular database by a particular user, who owns the objects in the schema. The catalog is a set of schemas, which, when put together, constitute a description of a database. (If more than one user has created objects in the database, combining information about all their schemas will yield information for the entire database.)

4.      History leading up to SQL-92 and predicted directions for SQL3. 

a. To provide some directions for the development of RDBMSs, the American National Standards Institute (ANSI) and the International Organization for Standardization approved a standard for the SQL relational query language (functions and syntax) proposed originally by the X3H2 Technical Committee on Database (Technical Committee X3H2 Database, 1986; ISO, 1987) often referred to as SQL/86. The 1986 standards have been extended to include an optional Integrity Enhancement Feature (IEF), often referred to as SQL/89. The ISO and ANSI committees created SQL-92 (Technical Committee X3H2 Database, 1989; ISO, 1989, 1991), which was a more extensive expansion of SQL/86. This standard was ratified in late 1992, and is known as International Standard ISO/IEC 9075:1992, Database Language SQL.   

b. SQL-99 is a significant extension beyond SQL-92. SQL-99 establishes Core-level conformance, which must be met before any other level of conformance can be achieved. Eight additional types of enhanced conformance have been specified so far, including Active Database, Enhanced Integrity Management, Enhanced Datetime Facilities, Basic Object Support, Enhanced Object Support, Active Database, OLAP Facilities, Persistent Stored Modules, and Call-Level Interface.  In early 2001, most database management systems are Entry-level SQL-92 compliant and working to become Core SQL-99 compliant.

5.    Describe a relational DBMS (RDBMS), its underlying data model, data storage structures, and manner of establishing data relationships.  

a. A relational DBMS (or RDMBS) is a data management system that implements a relational data model.

b. Data are stored in a collection of tables, and the data relationships are represented by common values, not links.  

c. The relational data model assumes that a table is a logical construct rather than a physical construct, so a table need not correspond to a physical file of contiguous records. Distributing one and the same data model may have many different possible physical implementation structures. The storage of the database is dependent on both the hardware and software environment, and is usually the concern of the system administrator. 

d. The power of the RDBMS is realized through relationships existing between tables. These relationships are established by including a common column(s) in each table where a relationship is needed. 

6. Six potential benefits of achieving an SQL standard:
a. Reduced training costs. Training in an organization can concentrate on SQL, and a large labor pool of IS professionals trained in a common language reduces retraining when hiring new employees.

b. Productivity. IS professionals can learn SQL thoroughly and become proficient with it from continued use; the organization can afford to invest in tools to help IS professionals become more productive; programmers can more quickly maintain existing programs since they are familiar with the language in which programs are written.

c. Application portability. Applications can be moved from machine to machine when each machine uses SQL; further, it is economical for the computer software industry to develop off-the-shelf application software when there is a standard language.

d. Application longevity. A standard language tends to remain so for a long time, so there will be little pressure to rewrite old applications; rather, applications will simply be updated as the standard language is enhanced or new versions of DBMSs are introduced.

e. Reduced dependence on a single vendor. When a nonproprietary language is used, it is easier to use different vendors for the DBMS, training and educational services, application software, and consulting assistance; further, the market for such vendors will be more competitive, which may lower prices and improve service.

f. Cross-system communication. Different DBMSs and application programs can more easily communicate and cooperate in managing data and processing user programs.

7. The components and structure of a typical SQL environment:


The SQL environment includes an instance of an SQL DBMS along with accessible databases and associated users and programs. Each database is included in a catalog, and has a schema, which describes the database objects. Information contained in the catalog is maintained by the DBMS itself, rather than by the users of the DBMS.

8. Distinguish among data definition commands, data manipulation commands, and data control commands.

a. The data definition language (DDL) commands of SQL are used to define a database, including its creation and the creation of its tables, indexes, and views. Referential integrity is also established through DDL commands. CREATE/DROP DICTIONARY, CREATE/DROP TABLE, ALTER TABLE , CREATE/DROP INDEX, CREATE/DROP VIEW  are examples of DDL commands. 

b. The data manipulation (DML) commands of SQL are used to load, update, and query the database through use of the SELECT command. (START TRANSACTION, COMMIT WORK, ROLLBACK WORK, INSERT, UPDATE, and DELETE are examples of DML commands.)

c.  Data control language (DCL) commands are used to establish user access to the database through the GRANT, ADD USER, and REVOKE commands.

9.   Establishing referential integrity using an SQL-92 compliant database. Differences among the ON UPDATE RESTRICT, ON UPDATE CASCADE, and ON UPDATE SET NULL clauses. Results of declaring ON DELETE CASCADE.           

a. The SQL REFERENCES clause is used to establish referential integrity and prevents a foreign key value from being added if it is not already a valid value in the referenced primary-key-column. 
b. The ON UPDATE RESTRICT clause allows a row to be deleted in a parent table only if no record in the child table references the primary key value to be deleted in the parent table. The ON UPDATE CASCADE clause will cause a change in a primary key value of a parent table to be passed through and update the foreign key value in the related child table. The ON UPDATE SET NULL option allows the update on the parent table, but changes the involved foreign key value in the child table to NULL. Using the SET NULL option would result in losing the connection between the parent and child tables, not a desired effect. 
c. With DELETE CASCADE, removing the primary key value in the parent table also removes all associated records from the child table. 
10.   Reasons to create a view using SQL. How a view can be used to reinforce data    


security:

a. Views may simplify query commands, or provide valuable data security or enhance programming productivity for a database. 

b. Tables and columns that are not included in a view will not be obvious to the user of the view. Restricting access to a view with GRANT and REVOKE statements (security statements) adds a further layer of security. 
11.  Update limitations on data changes when referencing data through a view:



In general, update operations to data in a view are permitted as long as the update is unambiguous in terms of data modification in the base table. But when the CREATE VIEW statement contains any of the following situations, that view may not be updated directly.

a. The SELECT clause includes the keyword DISTINCT. 

b. The SELECT clause contains expressions, including derived columns, aggregates, statistical functions, etc.

c. The FROM clause, or a subquery, or a UNION clause references more than one table.

d. The FROM clause or a subquery references another view which is not updateable.

e. The CREATE VIEW command contains an ORDER BY, GROUP BY, or HAVING clause.

12.  Saving reprogramming effort by using views:


When more than one program uses a view on the same base table, changes in all the applications that relate to this particular base table will require only re-creation of the view (outside the applications themselves). But views require considerable run-time computer processing, since the virtual table of a view is recreated each time the view is referenced. Therefore, referencing a base table through a view rather than directly can add considerable time to query processing. This additional operational cost must be balanced against the potential reprogramming savings from a view. A view also simplifies query writing, since queries written against the view refer to only one (virtual) table, rather than several base tables.

13.  Factors to be considered in deciding whether to create a key index for a table in SQL.

a. A key index on one column (or a concatenation of columns) enables rapid access to the rows of a table in a sequence or randomly by key value. 

b. Choosing to index primary and/or secondary keys may increase the speed of row selection, table joining, and row ordering.

c. Dropping indexes will increase the speed of table updating. 
14.  Qualifying the ownership of a table in SQL:



Placing the ID of the owner prior to the table name and attribute name indicates ownership of a table. For example, if Ortega owns the CUSTOMER_T table, that ownership would be indicated as ORTEGA.CUSTOMER_T.

15.  Changing attribute order and column heading labels in a result table:

a. ORDER BY determines the order in which the results will be displayed. 

b. Use AS to specify column heading labels, e.g., SELECT CUST. CUSTOMER_NAME AS NAME will result in a column heading label NAME instead of CUSTOMER_NAME.
16.  COUNT, COUNT DISTINCT, and COUNT(*) in SQL. The results generated when using these:

a. COUNT tallies only those rows which contain a value; it ignores all null values.  

b. COUNT  DISTINCT does not return a count on all values, it only tallies once if more than one row has equal values. 
c. COUNT (*) counts all rows regardless of whether any of the rows contain null values. 

d. If we never use NULL values COUNT and COUNT(*) will return same results. If our table includes no duplicates in the considered attribute values, COUNT and COUNT DISTINCT will have the same meaning
17. Evaluation order for the Boolean operators (AND, OR, NOT) in an SQL command. Getting the operators to work in the order that you want:

a. If multiple Boolean operators are used in an SQL statement, NOT is evaluated first, then AND, then OR. 

b. With the use of parentheses around statements (in the popular manner), a set of statements may be given a user chosen specific order of evaluation. 
18. Limitations on attributes that can be selected when SQL statement contains GROUP BY: 



Only those columns that have a single value for each group can be included. 

Answers to Problems and Exercises
Note: The solutions which include SQL statements are not intended as the definitive answer to the questions, but as possible solutions. Instructors and students will approach the problems using different SQL capabilities, achieving results that are also correct.

1. Database descriptions:

 
Note:A particular SQL system may restrict the length of column names, or may not permit embedded spaces in names. The following answer may not be acceptable to the SQL system you use, but you may modify the grammar accordingly.



CREATE TABLE STUDENT




(STUDENT_ID

NUMBER 

NOT NULL ,


 

STUDENT_NAME

VARCHAR2(25),



CONSTRAINT STUDENT_PK PRIMARY KEY (STUDENT_ID));



CREATE TABLE FACULTY




(FACULTY_ID

NUMBER 

NOT NULL,


 

FACULTY_NAME

VARCHAR2(25),



CONSTRAINT FACULTY_PK PRIMARY KEY (FACULTY_ID));



CREATE TABLE COURSE




(COURSE_ID


CHAR(8)

NOT NULL,

          

COURSE_NAME

VARCHAR2(15),



CONSTRAINT COURSE_PK PRIMARY KEY (COURSE_ID));



CREATE TABLE SECTION




(SECTION_ID

NUMBER 

NOT NULL,

          

COURSE_ID


CHAR(8),



CONSTRAINT SECTION_PK PRIMARY KEY(SECTION_ID), 



CONSTRAINT SECTION_FK FOREIGN KEY (COURSE_ID)




REFERENCES COURSE (COURSE_ID));



CREATE TABLE IS_QUALIFIED




(FACULTY_ID

NUMBER 

NOT NULL ,

         

COURSE_ID


CHAR(8) 

NOT NULL,

         

DATE_QUALIFIED       
DATE,



CONSTRAINT IS_QUALIFIED_PK PRIMARY KEY (FACULTY_ID,




COURSE_ID)) ;



CREATE TABLE IS_REGISTERED




(STUDENT_ID 

NUMBER 

NOT NULL,


 

SECTION_ID


NUMBER 

NOT NULL,

 
 

SEMESTER


CHAR(7),



CONSTRAINT IS_REGISTERED_PK PRIMARY KEY (STUDENT_ID,




SECTION_ID),



CONSTRAINT IS_REGISTERED_FK1 FOREIGN KEY(STUDENT_ID)




REFERENCES STUDENT(STUDENT_ID),



CONSTRAINT IS_REGISTERED_FK FOREIGN KEY (SECTION_ID)




REFERENCES  SECTION(SECTION_ID));

2. CREATE VIEW STUDENT_V AS



SELECT * FROM STUDENT;

3.

a. Referential integrity may be enforced when the SECTION table is created:



CREATE TABLE SECTION




(SECTION_ID

NUMBER 

NOT NULL,

          

COURSE_ID


CHAR(8),



CONSTRAINT SECTION_PK PRIMARY KEY(SECTION_ID) 



CONSTRAINT SECTION_FK FOREIGN KEY (COURSE_ID)




REFERENCES COURSE (COURSE_ID));

b. Or, referential integrity may be enforced using the ALTER TABLE command:

ALTER TABLE SECTION

ADD CONSTRAINT SECTION_FK FOREIGN KEY (COURSE_ID)



REFERENCES COURSE(COURSE_ID);

4. 

a. ALTER TABLE STUDENT



ADD (CLASS VARCHAR2(5));

b. DROP TABLE IS_REGISTERED;

c. ALTER TABLE FACULTY



MODIFY (FACULTY_NAME VARCHAR2(40));

5. 

a. INSERT INTO STUDENT (STUDENT_ID, STUDENT_NAME)



VALUES (65798,’Lopez’);


 INSERT INTO STUDENT VALUES (65798,’Lopez’);

b. DELETE FROM STUDENT WHERE STUDENT_ID = 65798;

c. UPDATE COURSE

SET COURSE_NAME = ‘Introduction to Relational Databases’

WHERE COURSE_ID = ‘ISM 4212’;

6. 

a. SELECT STUDENT_ID, STUDENT_NAME


FROM STUDENT


WHERE STUDENT_ID < 50000;

b. SELECT FACULTY_NAME


FROM FACULTY


WHERE FACULTY_ID = 4756;

c. SELECT MIN(SECTION_ID)


FROM IS_REGISTERED


WHERE SEMESTER = ‘I-2001’;

7.  

a. SELECT COUNT(*)


FROM IS_REGISTERED


WHERE SECTION = 2714


AND SEMESTER = ‘I-2001’;

b. SELECT FACULTY_ID,COURSE_ID,DATE_QUALIFIED


FROM IS_QUALIFIED


WHERE DATE_QUALIFIED >= ’01-JAN-1993’;

8. 

a. SELECT STUDENT_ID,COUNT(*)



 FROM IS_REGISTERED



 WHERE SECTION_ID IN (2714,2715)



 GROUP BY STUDENT_ID



 HAVING COUNT(*) > 1;

b. SELECT INSTRUCTOR_ID,COUNT(*)




FROM IS_QUALIFIED




WHERE COURSE_ID IN (‘ISM 3113’,’ISM 3112’)




GROUP BY INSTRUCTOR_ID




HAVING COUNT(*) = 1;

9. 

a. SELECT DISTINCT COURSE_ID



FROM SECTION;

b. SELECT STUDENT_NAME



FROM STUDENT



ORDER BY STUDENT_NAME;

c. SELECT SECTION_ID,STUDENT_ID


FROM IS_REGISTERED


ORDER BY SECTION_ID,STUDENT_ID;

d. SELECT COURSE_ID,COURSE_NAME



FROM COURSE



ORDER BY COURSE_ID;

10.



ALTER TABLE PRODUCT_T



ADD (QTY_ON_HAND NUMBER(5) CHECK (QTY_ON_HAND >=0));

11. Students should attempt this as an exercise.

12.  Students should attempt this as an exercise.

a. SELECT COUNT(*)


FROM WORK_CENTER_T;

b. SELECT LOCATION


FROM WORK_CENTER_T;

13. SELECT PRODUCT_ID,PRODUCT_NAME

   FROM PRODUCT_T

   WHERE PRODUCT_FINISH LIKE ‘%Oak%’;

14. SELECT CUSTOMER_ID,CUSTOMER_NAME


  FROM CUSTOMER_T


  WHERE STATE IN (‘WA’,’CA’)


  ORDER BY POSTAL_CODE;

15. SELECT PRODUCT_LINE_ID,AVG(UNIT_PRICE)


  FROM PRODUCT_T


  GROUP BY PRODUCT_LINE_ID;

16.  SELECT EMPLOYEE_ID,EMPLOYEE_NAME


   FROM EMPLOYEE_T


   WHERE EMPLOYEE_NAME LIKE ‘L%’;

17. SELECT EMPLOYEE_NAME


   FROM EMPLOYEE_T


  WHERE DATE_OF_HIRE >= ’01-JAN-1999’ 

         AND DATE_OF_HIRE <= ’31-DEC-1999’;

18. SELECT PRODUCT_ID,SUM(QUANTITY) AS QSUM


FROM ORDER_LINE_T


GROUP BY PRODUCT_ID


ORDER BY SUM(QUANTITY) DESC

Suggestions for Field Exercises

1.
Students may need to be advised that most of the work in conducting an interview is completed before the actual meeting with the interviewed people. Some of the tips below may help them conduct a successful interview and increase their self-confidence.

a. Before the interview:

· Identify the correct person to interview. Job titles do not always denote the same set of responsibilities.  The typical database administrator is responsible for configuring and installing systems; setting up the environment for development and support; performing emergency restoration; and ensuring system security, capacity, and performance. The database administrator is a person having central control over data and programs accessing that data.

· Prepare the interview questions carefully. Phrase the questions so that they are open-ended and cannot be answered by a simple  "yes" or "no."

· Set up the interview several days in advance. Arrange the exact place and time of the interview.

· Present yourself professionally, both on the telephone and in person. Explain what topics will be included and specify the length of  the interview.

b. During the interview:

· Begin the interview with a brief, non-business conversation to establish rapport. Objects in the person's office may offer clues as to the person's interests or background (school affiliation, particular sports interest, and so forth) and may be a good basis for opening conversation.

· Try to make the interview conversational. Use the prepared questions as a guideline rather than as a script. 

· Taking notes to review after the interview will help you to get the maximum benefit from the interview.

· Encourage the presentation of more detailed information if the person being interviewed is speaking in generalities.

· Clarify any statements that you do not quite understand.

· At the end of an interview ask for a contact phone number, in case a question would happen to come up.

c.
Issues relevant to this particular interview:

· Most companies will need tools to support  three general categories  of users:

1) Query/Reporting (Q/R) tools support queries and reports against operational data and data warehouses and are often used by knowledge workers. 

2) On-line Analytical Processing (OLAP) tools provide the summarized information for middle management and business analysts.       

3) Executive Information System (EIS) tools, often implemented by adding a front end to OLAP tools, provide high-level reporting and monitoring capabilities for senior management.

· Applications that use embedded SQL statements to access and manipulate data are developed using different host languages (Ada, COBOL, C, etc.). There are different means for SQL integration into a language, direct embedded support like Powerbuilder, and indirect embedded support through a pre-processor like Ztools (an automatic code generation precompiler for SYBASE that automatically creates source code to link the application program to stored procedures on the SYBASE server using DB-Library calls), or database API support. The downside to Application Programming Interface (API) support is that it takes many lines of tedious C code to equal each line of embedded SQL. To further complicate the issue, many companies are building intranets, private networks on the World Wide Web, to provide their employees, customers, and partners access to information in corporate data warehouses. Decision support tools need to accommodate these users, too.

2.
Use the strategies proposed in Exercise 1.

Note: With PL/SQL, you can use SQL statements to manipulate Oracle data and flow-of-control statements to process the data. Moreover, you can declare constants and variables, define subprograms (procedures and functions), and trap runtime errors. Thus, PL/SQL combines the data manipulating power of SQL with the data processing power of procedural languages.

3. Use the strategies proposed in Exercise 1.

Project Case

Project Questions

1.
The student will need to establish what platform and version of SQL will be used to complete the project case. The solution offered here is based on SQL*Plus, Oracle7.

2. The student will need to identify any CASE tool that will be used. Visible Analyst, the Cool Product Suite, Designer/ 2000, or Easy Case.

Project Exercises

1. The CREATE TABLE commands suggested here are simple versions, based on the ERD solution for Chapter 3 and do not contain examples of setting additional parameters such as TABLESPACE, STORAGE, PCTFREE, or PCTUSED, which are optional, but would be used in defining tables for production systems in Oracle7.  Only a minimal set of attributes has been defined. Students should be able to identify many additional relevant attributes from the case material. In some cases, the appropriateness of the table definitions depends on the values that will be assigned. For example, a unique number for each bed is assumed here. A designer might elect to number beds within each room, in which case, composite keys would be needed.

CREATE TABLE EMPLOYEE_T



(EMP_NO 

NUMBER
NOT NULL
UNIQUE,



EMP_NAME
VARCHAR2(25),


CONSTRAINT EMP_PK PRIMARY KEY (EMP_NO));


CREATE TABLE PHYSICIAN_T



(PHYSICIAN_ID

NUMBER
NOT NULL
UNIQUE,



PHYSICIAN_NAME
VARCHAR2(25),


CONSTRAINT PHYSICIAN _PK PRIMARY KEY (PHYSICIAN_ID));


CREATE TABLE PERFORMS_T



(PATIENT_NO

NUMBER
NOT NULL,



TREATMENT_DATE
DATE

NOT NULL,



TREATMENT_TIME
DATE

NOT NULL, 



TREATMENT_NO

NUMBER
NOT NULL,




PHYSICIAN_ID

NUMBER,


CONSTRAINT VISIT_PK PRIMARY KEY (PATIENT_NO,



 TREATMENT_DATE, TREATMENT_TIME, TREATMENT_NO),


CONSTRAINT PERFORMS _FK FOREIGN KEY(PHYSICIAN _ID)



 REFERENCES PHYSICIAN_T (PHYSICIAN_ID));

CREATE TABLE WARD_T


(WARD_NO


NUMBER
NOT NULL
UNIQUE,


WARD_NAME


VARCHAR2(25),

CONSTRAINT WARD_PK PRIMARY KEY (WARD_NO));

CREATE TABLE ROOM_T


(ROOM_NO


NUMBER
NOT NULL
UNIQUE,


WARD_NO


NUMBER,

CONSTRAINT ROOM_PK PRIMARY KEY (ROOM_NO),

CONSTRAINT ROOM_FK FOREIGN KEY (WARD_NO)


REFERENCES WARD_T(WARD_NO));

CREATE TABLE BED_T


(BED_NO


NUMBER
NOT NULL
UNIQUE,


ROOM_NO


NUMBER,


WARD_NO


VARCHAR2(25),

CONSTRAINT BED_PK PRIMARY KEY (BED_NO)

CONSTRAINT BED_FK FOREIGN KEY (ROOM_NO, WARD_NO)


REFERENCES ROOM_T(ROOM_NO, WARD_NO));

CREATE TABLE PATIENT_T


(PATIENT_NO 

NUMBER
NOT NULL
UNIQUE,


PATIENT_NAME
VARCHAR2(25),


PHYSICIAN_ID

NUMBER,


BED_NO


NUMBER,

CONSTRAINT PATIENT_PK PRIMARY KEY (PATIENT_NO)

CONSTRAINT PATIENT_FK1 FOREIGN KEY (PHYSICIAN_ID)



REFERENCES PHYSICIAN_T(PHYSICIAN_ID)

CONSTRAINT PATIENT_FK2 FOREIGN KEY (BED_NO)



REFERENCES BED_T(BED_NO));

CREATE TABLE ASSIGNED_T


(WARD_NO

NUMBER
NOT NULL,


EMP_NO


NUMBER
NOT NULL,


HOURS


NUMBER,

CONSTRAINT ASSIGNED_PK PRIMARY KEY (WARD_NO, EMP_NO),

CONSTRAINT ASSIGNED_FK1 FOREIGN KEY (WARD_NO)


REFERENCES WARD_T(WARD_NO),

CONSTRAINT ASSIGNED_FK2 FOREIGN KEY (EMP_NO)



REFERENCES EMP_T(EMP_NO));

CREATE TABLE ITEM_T


(ITEM_NO


NUMBER
NOT NULL
UNIQUE,


DESCRIPTION


VARCHAR2(25),


UNIT_COST


NUMBER(8,2),

CONSTRAINT ITEM_PK PRIMARY KEY (ITEM_NO));

CREATE TABLE CONSUMES_T


(ITEM_NO


NUMBER 
NOT NULL,


PATIENT_NO


NUMBER 
NOT NULL,


DATE



DATE

NOT NULL,


QUANTITY


NUMBER,

CONSTRAINT CONSUMES_PK PRIMARY KEY (ITEM_NO, PATIENT_NO,


DATE),

CONSTRAINT CONSUMES_FK1 FOREIGN KEY (ITEM_NO) 


REFERENCES ITEM_T(ITEM_NO),

CONSTRAINT CONSUMES_FK2 FOREIGN KEY (PATIENT_NO)


REFERENCES PATIENT_T(PATIENT_NO));

CREATE TABLE ROOM_ITEM_T


(ITEM_NO


NUMBER
NOT NULL,


ROOM_NO


NUMBER
NOT NULL,


DATE



DATE,


QUANTITY


NUMBER,

CONSTRAINT ROOM_ITEM_PK PRIMARY KEY(ITEM_NO, ROOM_NO, DATE),

CONSTRAINT ROOM_ITEM_FK1 FOREIGN KEY(ITEM_NO)


REFERENCES ITEM_T(ITEM_NO),

CONSTRAINT ROOM_ITEM_FK2 FOREIGN KEY (ROOM_NO)


REFERENCES ROOM_T(ROOM_NO)); 

CREATE TABLE TREATMENT_T


( TREATMENT_NO
 
NUMBER
NOT NULL


 TREATMENT_NAME

NUMBER
NOT NULL,


CONSTRAINT TREATMENT _PK PRIMARY KEY (TREATMENT_NUMBER));

CREATE INDEX EMPNAME_IDX ON EMPLOYEE_T(EMP_NAME);

CREATE INDEX DOCNAME_IDX ON PHYSICIAN_T (PHYSICIAN_NAME);

2. Necessary assertions may be written by following the example below. For this particular table (ROOM_T) assume that both the primary key and foreign key constraints were not enforced when the table was created. 


ALTER TABLE ROOM_T



ADD CONSTRAINT ROOM_PK PRIMARY KEY (ROOM_NO);


ALTER TABLE ROOM_T



ADD CONSTRAINT ROOM_ FK FOREIGN KEY(WARD_NO)




REFERENCES WARD_T(WARD_NO);

3. Each table may be populated by using the INSERT command. If values are entered for each field of the table, the following command will work:



INSERT INTO tablename VALUES (attribute value, …);
4.   a.   information from only one of the tables



SELECT EMP_NO, EMP_NAME FROM EMPLOYEE_T




ORDER BY EMP_NAME;

b. aggregate information from one attribute in a table




SELECT COUNT (*)





FROM ITEM_T





WHERE DESCRIPTION = 'Scalpel'; 

c. various functions :




SELECT MIN (UNIT_COST)





FROM ITEM_T;






























































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































